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A Survey of Performance Tools
• Why?

•Educate
•Starting point for discussions to determine the good, 

the bad and the ugly
• What do people use, need, want

• Time is short
•High level overview
•Hope there is interest in further discussions
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Perfmon (version 2, 2.6 kernels)
http://www.hpl.hp.com/research/linux/perfmon/

• Kernel module that provides full access to the Itanium Performance 
Monitor Unit (PMU)

• Part of the Linux/ia64 kernel
• User callable via perfmonctl() system call, with libpfm providing 

helper functions
• Features

• Supports advanced PMU features such as opcode matching, 
address range checks, etc.

• Supports counting and sampling
• Allows system-wide and process monitoring, can follow 

fork/exec
• Kernel and/or user-space 
• Custom sampling buffer formats via kernel modules
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PAPI
http://icl.cs.utk.edu/projects/papi/

• A portable, architecture-independent API for accessing 
hardware performance counters (e.g. the PMU on IA-64)

• Supports features such as preset events (e.g. fp ops/sec), 
counter multiplexing

• PAPI and Perfmon
•Portability versus transparency
•Virtualization
•PAPI is built on top of perfmon for Linux/ia64
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oprofile
http://oprofile.sourceforge.net

• System-wide profiler using hardware performance 
counters

•Performs sampling
•Can monitor kernel, applications, libraries included
•Function and instruction pointer granularity
•Kernel-level event sampling for low overhead

• Supports IA-32 (Intel, AMD) and IA-64, Alpha (other 
architectures are being worked on)

•Advanced Itanium2 features not supported (e.g. 
opcode matching, address ranges)
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pfmon
http://www.hpl.hp.com/research/linux/perfmon/

• Tool to perform PMU sampling or counting on unmodified 
binaries

• Full access to PMU features via perfmon
$ pfmon --opc-match8=iload1 -e ia64_tagged_inst_retired_ibrp0_pmc8 ls /dev/null

34216 IA64_TAGGED_INST_RETIRED_IBRP0_PMC8

$ pfmon --follow-all -ecpu_cycles,ia64_inst_retired -- gcc hello.c -o /dev/null -O2
878581 CPU_CYCLES        /usr/lib/gcc-lib/ia64-redhat-linux/2.96/cpp0 (20142,20142)
1077200 IA64_INST_RETIRED /usr/lib/gcc-lib/ia64-redhat-linux/2.96/cpp0 (20142,20142)
12393306 CPU_CYCLES        /usr/lib/gcc-lib/ia64-redhat-linux/2.96/cc1 (20144,20144)
20563305 IA64_INST_RETIRED /usr/lib/gcc-lib/ia64-redhat-linux/2.96/cc1 (20144,20144)
4581450 CPU_CYCLES        as (20146,20146)
5945198 IA64_INST_RETIRED as (20146,20146)
22374879 CPU_CYCLES        /usr/bin/ld (20150,20150)
28032826 IA64_INST_RETIRED /usr/bin/ld (20150,20150)

665412 CPU_CYCLES        /usr/lib/gcc-lib/ia64-redhat-linux/2.96/collect2 (20148,20148)
804847 IA64_INST_RETIRED /usr/lib/gcc-lib/ia64-redhat-linux/2.96/collect2 (20148,20148)
1143853 CPU_CYCLES        gcc (20139,20139)
1447769 IA64_INST_RETIRED gcc (20139,20139)
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i2prof
http://www.pdc.kth.se/~pek/ia64/

• Perl script for determining derived events (metrics 
calculated from several fine-grained PMU events)

•Branches, data cache stalls, instructions/cycle, etc.
• Useful for calculating the necessary PMU events

• Will run pfmon for you (multiple times if necessary)

$ ./i2prof.pl -l -q "L2 capacity stalls“
"L2 capacity stalls“
BE_L1D_FPU_BUBBLE_L1D_L2BPRESS,BACK_END_BUBBLE_ALL,

$ ./i2prof.pl -l -q "D-cache stalls“
"D-cache stalls“
BE_EXE_BUBBLE_GRALL,BE_EXE_BUBBLE_GRGR,BE_L1D_FPU_BUBBLE_L1D,BACK_END_BUBBLE_ALL,

$ ./i2prof.pl -p -q "Loads/store","Cycles/L2 data miss" ./testprog
Loads/store                                   : 4.106
Cycles/L2 data miss                           : 120.212
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Prospect
http://prospect.sourceforge.net/

• Flat instruction profiler
• Time-based sampling
•Symbols and IP
•Non-intrusive
•System-wide or kernel (no process specific)
•Requires oprofile
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VTune
http://www.intel.com/software/products/vtune/vpa/

• Non-intrusive sampling
• Commercial product ($$)
• System-wide data collection
• Extensive data analysis tool

• Flat and call graph support
•Graphical views
•Process filtering
•Windows-based analysis only
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gprof Via the Compiler
• Application 

profiling tool 
enabled through 
compilation

• Sampling plus 
function call 
counting

• Flat profile and 
call graph

• Doesn’t really 
work with threads, 
limited shared 
libraries

$ gcc -o prog -g -p prog.c
$ ./prog
$ gprof -b ./prog
Flat profile:

Each sample counts as 0.000976562 seconds.
%   cumulative   self              self total           
time   seconds   seconds calls  us/call  us/call name    
99.81     87.63    87.63 356449   245.85   245.85 calc_area
0.19     87.80     0.17     5500    31.07 15964.13  get_edge

Call graph

granularity: each sample hit covers 4 byte(s) for 0.00% of 87.80 
seconds

index % time    self  children    called     name
0.17   87.63    5500/5500        main [2]

[1]    100.0    0.17   87.63    5500         get_edge [1]
87.63    0.00  356449/356449      calc_area [3]

-----------------------------------------------
<spontaneous>

[2]    100.0    0.00   87.80                 main [2]
0.17   87.63    5500/5500        get_edge [1]

-----------------------------------------------
87.63    0.00  356449/356449      get_edge [1]

[3]     99.8   87.63    0.00  356449         calc_area [3]
-----------------------------------------------
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qprof
http://www.hpl.hp.com/research/linux/qprof/

• Sample-based IP profiler (time or event intervals)
• Line, function and instruction
• Non-intrusive
• Flat profile
• Works with threads, shared libraries

$ qprof_start
$ ./prog
qprof: /home/blynn/tmp/prog: 435 total samples
calc_area:prog.c:6                                              1
calc_area:prog.c:9                                              1
calc_area:prog.c:10                                             97
calc_area:prog.c:11                                             74
calc_area:prog.c:12                                             115
calc_area:prog.c:10                                             112
calc_area:prog.c:14                                             12
calc_area:prog.c:9                                              4
get_edge:prog.c:27                                              6
get_edge:prog.c:28                                              12
get_edge:prog.c:29                                              1
$ qprof_stop
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q-syscollect, q-view & q-dot
(will be http://www.hpl.hp.com/research/linux/qprof/)

• System wide flat profile and call graph from sampling
• User and kernel space; all process, threads, shared libraries
• Non-intrusive
• Under development within HPL

• Sample with q-syscollect, report with q-view and q-dot
• Q-view: gprof-like output

Flat profile of CPU_CYCLES in writes-pid5260-cpu1.hist#0:
Each histogram sample counts as 1.00044m seconds
% time      self     cumul calls self/call  tot/call name
13.43      0.02      0.02 50.3k      358n      358n memcpy
10.45      0.01      0.03         - - - kernel:__copy_user
5.97      0.01      0.04     76.6k      104n      104n kernel:journal_dirty_metadata
4.48      0.01      0.05     39.8k      151n      251n kernel:do_get_write_access
4.48      0.01      0.05         - - - kernel:journal_add_journal_head
3.73      0.01      0.06     50.4k     99.4n     99.4n kernel:kmem_cache_alloc
3.73      0.01      0.06         - - - kernel:__find_get_block
2.99      0.00      0.07     78.0k     51.3n      385n fwrite
2.99      0.00      0.07     62.7k     63.8n      351n __mempcpy
2.24      0.00      0.07     25.1k      120n      120n kernel:journal_dirty_data
2.24      0.00      0.08         - - - kernel:ext3_get_block_handle
2.24      0.00      0.08     76.1k     39.5n      329n _IO_new_file_xsputn
2.24      0.00      0.08     39.8k     75.4n     75.4n kernel:journal_cancel_revoke
2.24      0.00      0.09     13.3k      226n      226n kernel:ext3_do_update_inode
2.24      0.00      0.09         - - - write_stuff
1.49      0.00      0.09         - - - kernel:walk_page_buffers
1.49      0.00      0.09         - - - kernel:ext3_mark_iloc_dirty
.
.
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q-view (cont.)
Call-graph table:
index %time      self  children         called     name

<spontaneous>
[11]   38.6     3.00m     31.0m         - write_stuff

4.00m     26.0m     78.0k/78.0k        fwrite [15]
- 1.00m     25.0k/25.0k        rand [12]

----------------------------------------------------
4.00m     26.0m     78.0k              write_stuff [11]

[15]   34.1     4.00m     26.0m     78.0k          fwrite
- 0.00     78.0k/78.0k        funlockfile [23]

1.00m      0.00     62.6k/62.6k        _IO_flockfile [22]
3.00m     22.0m     76.1k/76.1k        _IO_new_file_xsputn [16]

----------------------------------------------------
3.00m     22.0m     76.1k              fwrite [15]

[16]   28.4     3.00m     22.0m     76.1k          _IO_new_file_xsputn
- 0.00     12.7k/12.7k        _dl_vsym [21]
- 0.00     12.7k/12.7k        _IO_file_overflow_internal [19]

4.00m     18.0m     62.7k/62.7k        __mempcpy [17]
----------------------------------------------------

4.00m     18.0m     62.7k              _IO_new_file_xsputn [16]
[17]   25.0     4.00m     18.0m     62.7k          __mempcpy

18.0m      0.00     50.3k/50.3k        memcpy [18]
----------------------------------------------------

18.0m      0.00     50.3k              __mempcpy [17]
[18]   20.5     18.0m      0.00     50.3k          memcpy
----------------------------------------------------

3.81m     2.54m     25.2k              kernel:journal_get_undo_access [34]
2.19m     1.46m     14.5k              kernel:journal_get_write_access [2]

[3]    11.4     6.00m     4.00m     39.8k          kernel:do_get_write_access
3.00m      0.00     39.8k/39.8k        kernel:journal_cancel_revoke [5]
1.00m      0.00     14.5k/14.5k        kernel:wake_up_buffer [4]

----------------------------------------------------.
.
.
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Q-dot: Weighted Call Graph
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And More Tools …

• Kernel tools
•Kernel profiling: IP sampling

elilo vmlinuz profile=4

$ /usr/sbin/readprofile –m /boot/System.map

•Spinlock metering
•http://oss.sgi.com/projects/lockmeter/

• Performance Co-Pilot
• Framework for system wide performance monitoring
•Subset of Irix PCP ported to Linux/ia64 as OSS
•http://oss.sgi.com/projects/pcp/ 
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For Completeness
• /proc – pseudo filesystem to access kernel values 

(/proc/stat,/proc/meminfo, …)
• top – provide a snapshot of process information

top - 14:03:50 up 8 days, 22:06,  3 users,  load average: 0.00, 0.00, 0.00
Tasks:  69 total,   1 running,  68 sleeping,   0 stopped,   0 zombie
Cpu(s):   0.0% user,   0.0% system,   0.0% nice,  99.8% idle,   0.1% IO-wait
Mem:  20849136k total, 20828176k used,    20960k free,   408432k buffers
Swap:  1052224k total,        0k used,  1052224k free, 16990752k cached

PID USER      PR  NI  VIRT  RES  SHR S %CPU %MEM    TIME+  Command         
15222 blynn 15   0  4336 2400 3984 R  0.2  0.0   0:00.07 top

1 root      15   0  2880 1248 2784 S  0.0  0.0 0:07.11 init
2 root      RT   0     0    0    0 S  0.0  0.0 0:00.00 migration/0
3 root      34  19     0    0    0 S  0.0  0.0 0:02.16 ksoftirqd/0
4 root      RT   0     0    0    0 S  0.0  0.0 0:00.00 migration/1
5 root      34  19     0    0    0 S  0.0  0.0 0:02.14 ksoftirqd/1
6 root      RT   0     0    0    0 S  0.0  0.0 0:00.00 migration/2
7 root      34  19     0    0    0 S  0.0  0.0 0:02.13 ksoftirqd/2
8 root       5 -10     0    0    0 S  0.0  0.0 0:15.35 events/0
9 root       5 -10     0    0    0 S  0.0  0.0 0:24.56 events/1
10 root       5 -10     0    0    0 S  0.0  0.0 0:08.08 events/2
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